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ABSTRACT
Recent studies have demonstrated the potential of mining traffic
from the automatic identification system (AIS) in a variety of mar-
itime applications. However, prior work also shows that AIS can be
prone to erroneous messages due to device misconfigurations and
more alarmingly, spoofing attacks. It is critical to identify and elim-
inate these erroneous data. Observing that a data-driven learning
approach has proven effective in establishing a baseline for internet
traffic, we conducted an empirical study to understand how a simi-
lar approach may be applicable to AIS message flows. We analyzed
a 40GB dataset containing AIS traffic collected in a 7-day period in
2018 and covering the entire west coast of the United States. In this
paper, we present results from this analysis, including our experi-
ence from parsing and deriving features from the dataset as well
as preliminary results from classifying ships using standard ma-
chine learning algorithms. Furthermore, from the insights gained,
we present a design leveraging deep neural networks, historical
AIS data, and logic rules for establishing a normal baseline of AIS
messaging patterns in an area of interest.
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1 INTRODUCTION
The Automatic Identification System (AIS) is a data communication
infrastructure specifically developed to enable vessels to identify
other nearby vessels and aids to navigation (ATON) devices and
to communicate with marine traffic control base stations. [3] The
three major participants in AIS communications: vessels, ATONs
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and base (shore) stations, are commonly referred to collectively
as AIS stations. Each is assigned unique 9-digit Maritime Mobile
Service Identify (MMSI) code. In the same way that aircraft broad-
cast about themselves to air traffic controllers, an AIS station uses
dedicated very high frequency (VHF) AIS transceiver(s) to transmit
information about itself, including position, type, speed, heading,
cargo, and destination, and at the same time, receives feeds from
other stations. Ships equipped with an AIS-enabled display can see
the positions and navigational details of other ships that are within
VHF line-of-sight (LOS), usually somewhere between 10 and 30
nautical miles, depending on the transmitter power, antenna height
and weather.

Recent studies (e.g., [7, 9, 20]) have demonstrated the potential
benefits of mining AIS traffic in a variety of maritime applications.
Meanwhile, prior work [5, 20] has shown that AIS can be prone
to erroneous messages due to device misconfigurations and more
alarmingly, spoofing attacks. While ships and ports have a number
of redundant navigational systems, erroneous AIS data have the
potential to cause confusion leading to navigational errors that
can jeopardize the safety of the crew and surrounding ships. For
example, recent events have demonstrated how the vulnerability of
AIS to spoofing has made ships easy targets for pirates [19]. Thus,
it is critical to identify and eliminate these erroneous data.

Balduzzi, Pasta and Wilhoit recommend anomaly detection as a
necessary means of protecting shipboard navigation networks from
AIS attacks [5]. Network anomaly detection is frequently discussed
as a sub-discipline of intrusion detection and can be accomplished
on a per host basis or at the network level [6, 8]. However, the
proprietary nature of AIS transponders makes host-based intru-
sion detection tricky, while the threats of AIS attack present risk
primarily to the ship’s navigation network as a whole. Therefore,
network-based approaches are considered in this research.

More recently, a data-driven deep learning approach has proven
effective in establishing a baseline for normal internet traffic behav-
iors [14]. AIS messages are similar to internet protocol (IP) packets
with message lengths and structures based on bit values in the
header and payloads encapsulated in higher level frames. There-
fore, in this work, we conducted an empirical study to understand
how a similar header-based deep learning approach may be applied
to AIS traffic.

Specifically, we analyzed a 40GB dataset containing close to
334 million AIS messages collected in a 7-day period in January
2018 and covering the entire west coast of the United States. We
describe results from this analysis, including our methodology for
parsing and deriving message level features from the dataset, and
present preliminary results from clustering and classifying ships
using these features and standard machine learning algorithms
available in Weka, an open-source software workbench [13].
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We observed that the clustering and classification results are
relatively poor, with typical classification accuracy in the 50-60%
range. Instead of fine-tuning the message-level feature selection
to increase the accuracy, we propose an alternative deep learning
approach: First establish a normal vessel group behavior profile
from historical AIS data in an area of interest (e.g., port San Fran-
cisco), and then identify AIS messages associated with misbehaving
vessels as anomalous. Clearly, this vessel group behavior-based
approach cannot pinpoint anomalies at the granularity of individ-
ual messages; nonetheless, we believe it can be used as a first-line
anomaly detector while leveraging the relatively high availability
of historical AIS data.

In summary, this paper describes the following contributions:
(1) A parser for extracting useful features from raw AIS messages.

We are in the process of making the code available to public
through Github.

(2) A statistical analysis of message patterns to gain insight into
message transmission trends in the dataset.

(3) An exploratory data analysis employing both unsupervised
clustering to determine the existence of natural groupings of
recorded AIS messages and supervised classification techniques
to evaluate the feasibility of predicting ship types based on a
set of features extracted from raw AIS messages.

(4) A strategy for implementing a behavior-based anomaly detec-
tion system that incorporates logic rules to improve both speed
and accuracy of the deep learning process.
The remainder of the paper is organized as follows. We provide

basic information on AIS and review most relevant prior work in
§2. In §3 and §4, we describe the dataset and our 4-step research
methodology. We explain how we developed an AIS data parser
and present a field-level message usage pattern analysis in §5 and
§6, respectively. We discuss the results of our machine learning
experiments in §7. A high-level design of a deep learning AIS traffic
anomaly detection system is in §8. Finally, we conclude in §9.

2 BACKGROUND
Several online resources (e.g., [10, 18]) provide a good description of
the fields for all 27 defined AIS message types. Therefore, instead of
going into the individual fields of each message type, we highlight,
based on our experience with our dataset, how AIS messages are
encoded as payloads in link layer frames and enrichedwith auxiliary
information as standardized by the National Marine Electronics
Association (NMEA) specification 0183.

2.1 NMEA encoding of AIS messages
A vessel’s AIS VHF transceiver connects with the rest of the ves-
sel’s data network via a serial link interface standardized by NMEA.
The current NMEA 0183 standard (version 4.00) [15] defines the
encoding of an AIS message inside a link layer frame recorded by
a receiving station. Note that in the NMEA standard, an encoded
message is commonly referred to as a sentence. A receiver can op-
tionally add blocks of tags to the AIS sentence as well as append new
sentence(s) to register additional information such as the receiving
timestamp and the strength of VHF signals received. Fig. 1 shows
how one AIS message is encoded into an NMEA-0183 frame after
a receiver adds tag blocks and auxiliary sentence(s). For brevity,

some field values are replaced by blue-colored labels, e.g., ⟨S1⟩, in
figure 1.

Figure 1: Example encoding of AIS message

Specifically, the AIS message starts with the “!SAVDM” prefix,
where the leading “!” denotes the use of a special encapsulation for
the sentence, which, in the case of AIS messages, is a 6-bit ASCII
encoding [10]. The remaining characters of the prefix are treated as
a concatenation of two identifiers. The first two characters (“SA” in
this example) identifies the broad station type that has transmitted
the message, e.g.,“SA” for a shore station, “AI” for a mobile station
(i.e., ships) and “AN” for an aid to navigation station. The second
part (“VDM” in this example) defines the origin of the message,
with “VDM” denoting transmission by another station (vessel) and
“VDO” by own vessel, respectively. NMEA-0183 uses checksums
(each preceded by a “*” character) to protect the integrity of encoded
payloads. In this example, the “⟨C3⟩” is the checksum computed for
the “!SAVDM” sentence excluding the “!” character.

As illustrated in Fig 1, the receiver in this case has added two tag
blocks to the AIS sentence and an auxiliary “$SAVSI” sentence for
annotating the VHF signal information (VSI) [15], to the same link
layer frame. A tag block is bracketed by a pair of “\” characters. The
primary purpose of the first tag is to identify sentence grouping
(i.e., the g: tag field), add a line number (i.e., the n: tag), insert
a timestamp (i.e., the c: tag field), and provide additional source
identification (i.e., the s: tag field). Specifically, the “g:1-2-1340”
tag field of the first sentence indicates that this is the first of two
sentences in sentence-block 1340. The second tag block is for the
receiver to add custom information (i.e., the xs: and xc: tag fields).

Some AIS messages can be longer than the maximum sentence
size (i.e., 82 characters) permitted by the NMEA-0183 standard. Such
an oversized AIS message will be encoded into multiple sentences,
each holding a fragment of the original AIS message. That is, there
may be more than one “!SAVDM” sentence followed by a “$SAVSI”
sentence in one sentence block after decoding a NMEA frame.

2.2 Related work
Several recent studies haveminedAIS data for differentmaritime ap-
plications, three of which are most related to this work. Daranda [9]
trained a three-layer 17-node feed forward neural network with
tracks of prior vessel groups to predict a vessel’s next position in
Baltic Sea. Young [20] compared the performance of a three-layer
neural network and the random forest learning algorithm in pre-
dicting a vessel’s route from its prior position reports. Bruzzone
et al. [7] evaluated the performance of using three-layer neural
networks of 31 to 91 nodes to detect illegal migrant ships from their
unusual movements compared to other vessels.
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In the above cases, AIS data are analyzed to draw conclusions
about vessel types and behaviors. Our work explores other potential
applications, such as determination of malicious or spoofed traffic.

3 DATASET
The dataset comprises 7 full days of log files from the Nationwide
AIS (NAIS) System managed by the United States Coast Guard
(USCG) Navigation Center (NAVCEN), spanning from 23:59 on
January 20, 2018 through midnight on January 27, 2018. The data
was collected by the AIS base stations positioned in various loca-
tions along the west coast of the United States. Decompressed, the
trace constitutes approximately 40GB of sentences in the format as
shown in Fig. 1. Therefore, in addition to the raw (not processed or
decoded) AIS payload, the dataset also includes NMEA tags, and
VHF Data Link (VDL) Signal Information (VSI) containing signal
strength (SS) and signal-to-noise ratio (SNR) at receiving station.

Table 1: Summary information of dataset

Geo Area Period MMSIs AIS sentences
U.S. West Coast 7 days 3,750 333,945,021

The summary information for the dataset is presented in Table 1.
The collection comprises close to 340 million AIS and associated
auxiliary sentences. Theywere transmitted by 3,750 distinct stations
as identified by their unique MMSIs. The sentences are of three
types: !SAVDM (∼63.49%), !SAVSI (∼36.08%) and !ANVDM (∼0.43%).
The "!SA" and "!AN" prefixes are likely due to the fact that the
USCG data collectors are engineered to listen to broadcast by their
own ground and ATON stations, most of which are re-broadcast of
messages they have received from vessels.

4 METHODOLOGY
As deep learning is data driven, it requires substantial training data
to be effective. Furthermore, the characteristics of data used for
a problem domain, particularly how many candidate features the
data has and how diverse they are, directly impact the applicability
of a deep learning approach. Thus, we conduct a series of studies
using the dataset to obtain the necessary insights about AIS data.

Our work consisted of four steps as illustrated in Fig. 2. Step 1
involved the development of parsing tools to turn a rawAISmessage
trace into intermediate data representations that are more amenable
to feature extraction and analysis. In step 2, we collected usage
statistics for message types and unique field patterns to understand
how diverse the messages are in the AIS trace.

Then in step 3, we leveraged existing algorithms in Weka [13], a
widely used open-source machine learning software that includes
some rudimentary deep learning capabilities, to perform a few
vessel clustering and classification tasks. By quantifying the per-
formance of these solutions, we aim to establish a performance
baseline for an AIS-specific deep learning system.

Finally in step 4, we conceptualized a high level design of a
deep learning system, with the detection logic and training input
customized to the availability and characteristics of AIS traffic.

AIS Message Use Pattern 
Analysis

Weka Experimentation

Deep Learning System 
Design

AIS  Log  Parsing

Figure 2: Four step research methodology

5 PARSING OF AIS DATA
Accurately parsing a complete AIS dataset is challenging for several
reasons. To begin with, International Telecommunications Union
(ITU) Recommendation M.1371-5, the standard that governs AIS de-
vice operation, defines 27 different AIS message types, each with its
own unique set of approximately 15 data fields [2]. Within each of
these distinct message field sets, the individual message fields them-
selves frequently have variable bit structures that require unique
logic rules for parsing.

5.1 Parsing tool selection and enhancement
Four open source AIS decoders were considered for this work. A
thorough comparison of each is not intended, but rather to show
the limited availability of open source software for advanced AIS
decoding, we have included general detail about each parser in
Table 2 for reference. For our work, we selected Kurt Schwehr’s
libais software [16] for three primary reasons: it was able to decode
all 27 message types, its Python interface made it easy to implement,
and it’s C++ code base suggested efficient performance on large
datasets. In addition, documentation and support via discussion
groups for libais appeared to be superior to other options.

Table 2: Summary of Open Source AIS Decoders

Language Message Types
decoded

OS

libais C++/Python 1-27 Any
AIS Parser C/Python 1-24 Any
NMEA Ruby 1-16,18-21, Any
Plus 24,26
AisDecoder unknown 1-27 Windows
AisLib Java 1-14,17-19, Any

21,24,27

Initially, we found libais to be able to efficiently parse all 27
message types and associated NMEA tags with decoded outputs
in a nested Python dictionary format; nonetheless, four additions
were necessary to extend libais and parse our complete AIS dataset.
First, libais was not equipped to recognize and decode VSI data.



DYNAMICS’18, San Juan, Puerto Rico, USA Daniel Blauwkamp, Thuy D. Nguyen, and Geoffrey G. Xie

We added this functionality to ensure our decoded dataset included
per-message propagation information wherever it was available.
Second, the latest version of NMEA 61162 introduced encapsulated
messages, which initially generated errors when presented to libais.
Our solution was to separately decode each message and combine
them afterwards. Third, under M.1371-5 certain message types
(6,8,25,and 26) contain binary sub-types for the purpose of applica-
tion specific messaging (ASM). In such messages, the bit structure
beyond position 87 is dependent on the value held in the preceding
Designated Area Code (DAC) and Functional ID (FID) fields. Var-
ious organizations [4] and [1] have published a list of 83 distinct
DAC/FID combinations that define known or recognized ASM for-
mats. It is, however, possible to use an arbitrary undefined DAC/FID
combo and utilize the open portion of an ASM payload to encode
and send arbitrary data directly to individual AIS transceivers, or
to broadcast the data to all stations in the local AIS network. Libais
possessed definitions for several binary sub-types of message types
6 and 8, but initially, it opted to drop any binary message for which
it did not find a fully specified field definition. We desired to retain
the data payloads for all binary message types for further analysis
to see if fingerprinting might be possible. To this end, our AIS log
parser decoded up to and including the DAC and FID fields for any
message not handled by libais, and retained the ASM payload as
hexadecimal bytes in the decoded Python dictionary output.

The final modification was to take all nested dictionary fields
and flatten them so that the resulting output for each decoded
message could easily be read in as a dataframe (i.e., Python pandas
data table format) or exported as a comma-separated values (CSV)
or Attribute-Relation File Format (ARFF) [13] file. To accomplish
this task, each nested value within a data field was given a unique
serialized key value of its own. Once the entire dataset was parsed,
a total of 252 unique fields were identified.

5.2 Parsing workflow
We successsfully decoded our entire 40GB dataset on a mid-2013
MacBook Air with 1.3GHz Intel Core i5, 4GB RAM ram and 250GB
of storage. To stay within the memory and processing limits of this
system, we followed the process described below. Decoding the
entire week’s worth of data took approximately 8 hours and re-
quired approximately 15GB of storage. The result contains detailed
fields for all 334 million AIS or VSI sentences transmitted by 3,750
unique AIS stations.

Although our parsing workflow provided us with a decoded
dataset in an acceptable time frame, the resulting format was not
conducive to data exploration because each full reading of the
dataset required iterating through roughly 210 million records, load-
ing each one separately, scanning each of approximately 220 keys,
and finally writing the filtered results to a separate CSV or ARFF
file for inspection or submission to machine learning algorithms.

The Python pandas library provided a robust set of tools for
analysis which we employed in conjunction with the Python dask
libraries to analyze datasets that are too large to fit in main memory.
We converted the decoded log files to CSV by first scanning each
file to collect the superset of field names and datatypes. We then
used these values to normalize the column values of each record
in the dataset. The end result was a set of seven CSV files, each

containing the same 252 fields and a separate file containing the
mapping of field values and datatypes. This parallel processing
approach allowed scalable feature extraction and refinement of
large datasets based on column selections.

6 MESSAGE USE PATTERN ANALYSIS
In this step of the study, we conducted two analyses. We first tallied
the frequency of message type usage in the dataset and then exam-
ined the usage pattern at a finer granularity by collecting unique
combinations of AIS message fields transmitted. As the analyses
required checking the detailed AIS fields, they could be conducted
only after all AIS sentences had been properly parsed.

6.1 Message type usage
Table 3 shows the frequency of message types tallied from the
dataset, in terms of the percentage of the total messages (Msgs) and
the percentage of stations (Stns) transmitting them. The message
types are listed in decreasing order of their Msgs percentage, and
those message types whose Msgs percentage is less than 0.2% are
omitted for brevity. We observe that as expected, most messages are
used for vessels to report their current location, heading, and other
static identification and voyage related information. However, two
phenomena are worth noting. First, a significant percentage (∼30%)
of messages (types 3, 21, 4, 20, and 15) either originated from or are
triggered by ground base stations and aids-to-navigation stations.
Second, a small percentage (∼5%) of messages (types 5 and 24)
are for periodically reporting additional vessel information (ship
type, cargo type, destination-port, etc.); however, nearly 10% of the
vessels (i.e., not counting base stations and ATON stations) do not
report such information at all.

Table 3: Observed Frequency of AIS Message Types

Type Purpose %
Msgs

%
Stns

1 scheduled position report 57.24% 38.03%
21 aids-to-nav. (ATON) report 9.87% 1.65%
3 interrogated position report 9.70% 39.12%
4 base station report 7.55% 1.39%
18 class B equip. position report 4.37% 55.71%
24 class B equip. static report 3.60% 54.88%
20 link reservation by base station 3.19% 0.59%
5 scheduled static/voyage report 2.32% 39.76%
15 request for specific message(s) 1.71% 1.47%

6.2 Message field patterns
We define an AIS message field pattern to be a concatenation of
all the field keywords seen in an AIS message. The keywords are
created and assigned during the parsing process. In all, we found
39 unique field patterns in the dataset. The patterns have 18 fields
on average, with the largest pattern consisting of 44 fields1 and the
smallest pattern 5 fields. Fig. 3 shows an example of these patterns.

1many of which for reporting weather and sea conditions
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Figure 3: Example 13-field pattern identified

Upon further examination, we concluded that a station in the
dataset used between 1 and 9 field patterns. Fig. 4 plots the distri-
bution of the number of unique patterns used by a station. The plot
shows that most stations use either 3 or 6 patterns in transmitting
AIS messages.

Figure 4: CDF of unique field patterns from a station

7 MACHINE LEARNING EXPERIMENTATION
We used the Weka workbench (version 3.8.2) for our vessel clus-
tering and classification experiments to establish a baseline under-
standing of AIS data. Weka is an open-source tool that implements
a suite of ML algorithms, ranging from well-known probabilistic
classification methods (e.g., Naive Bayes) to linear classifiers such
as a multilayer perceptron with configurable number of hidden
layers [13]. Specifically, we evaluated if there is natural clustering
based on the distribution of message types transmitted by a vessel,
and furthermore if the distribution can be used to infer ship types
(tanker, cargo, passenger, fishing, etc.).

Table 4: Summary of Data in Two Focus Regions

Region Recv
Stations

MMSIs
(ships)

Recorded
Msgs

Unique
Msgs

SF 5 652 24,935,324 5,832,342
SEA 13 1915 62,567,638 18,070,011

7.1 Focus Regions
Our Weka experiments focused on vessel activities in two geo-
graphical regions—San Francisco (SF) and Seattle (SEA), which are
major seaports in the U.S. west coast. This focus is driven by our
current consideration of using port defense as the primary use case
to demonstrate the utility of AIS message anomaly detection.

Table 4 shows the summary information pertaining to the subset
of AIS messages recorded in the two port regions. Port SEA covers

a larger geographic area (as indicated by the higher number of
AIS receiving stations deployed by the U.S. Coast Guard) and saw
significantly more ship and AIS traffic in the 7-day period. We
observed that nearby AIS receiving stations often recorded the
same AIS message multiple times. We identified and removed such
duplicates by comparing MD5 hash values of message payloads.
The results are reported in the last column.

7.2 Clustering
We conducted unsupervised learning experiments to understand if
there are natural groupings of recorded AIS messages. We chose
Weka’s SimpleKMeans clusterer since the k-means clustering tech-
nique is known to scale well to large datasets. This clusterer imple-
ments both Euclidean distance function (by default) and Manhattan
distance function. Several initialization methods are supported: ran-
dom, k-means++, Canopy, and farther-first. An input seed value is
used to randomly generate the initial centroids of the clusters.

7.2.1 Feature Generation. Using the nine-digit Maritime Mobile
Service Identity (MMSI) number that uniquely identifies a vessel
or a shore station [17], we extracted the following features from
each message transmitted by a particular station and store them in
a separate per-MMSI CSV file:
• message type, represented by an integer ranging from 1 to 21
• message size, in number of bits
• message interval, the elapsed time (in seconds) since last mes-
sage

• signal strength flag, a Boolean indicating if a companion VSI
message is present

• MID, the three-digit part of an MMSI identifying the country
authority in charge of the associated ship

Our selection of these features was by no means systematic, but
based on an intuition that these transmission parameters are more
likely to be configured on a per ship basis.

7.2.2 Results. The first set of clustering runs used the default
options with five clusters (i.e., k = 5). The clustering distributions
for the seven vessel types are shown in Fig. 5 and Fig. 6. The labels
along the Y-axis, i.e., T1-T7, are vessel types as defined in Table 5.

Figure 5: Message clustering–San Francisco

Comparing the two figures, we observed that the recorded mes-
sages in SF are more concentrated in the first four clusters than
those in the SEA. To further understand the clustering performance,



DYNAMICS’18, San Juan, Puerto Rico, USA Daniel Blauwkamp, Thuy D. Nguyen, and Geoffrey G. Xie

Figure 6: Message clustering—Seattle

we performed a series of clustering runs while varying the value
of k , the target number of clusters, i.e., k=10, 15, 20, 25, 30, 35, 40,
45, and 50. For each run, Weka reported a “Within cluster sum of
squared errors” value, which is the sum of the squared distance of
the instances in a cluster to the centroid. This value can be used to
assess the quality of the clustering results, i.e., the density of the
data space.

Figure 7: Quality of clustering results

Fig. 7 plots the clustering errors resulted from using different k
values. For the SF dataset, the clustering quality improved signifi-
cantly with 15 clusters. Afterwards, there were only incremental
improvements as the number of clusters grew. The SEA dataset
exhibited a similar trend, but the big improvement happened when
k = 40.

Finally, because Weka’s graphical interface by default uses a
single random seed value of 10 for setting the centroids, we ran
additional tests to evaluate how the selection of the initial centroids
affected the k-means results. Fifty randomly-generated seed values
between 100 and 1000 were used. Two different target number of
cluster (k) values, 5 and 15, were used for the SF dataset, while three
different k values, 5, 15, and 40, were used for the SEA dataset.

The distributions of the sum of squared errors over the 50 seed
values for the SF tests with k = 5 and k = 15 are plotted as his-
tograms in Fig. 8 and Fig. 9, respectively. We observed that the
histogram for the k = 5 test has one peak while the histogram for
thek = 15 test has multiple peaks and one outlier. More importantly,

a comparison of the error value ranges between the two histograms
confirmed that k = 15 significantly improves the clustering qual-
ity. The error distributions for the SEA tests also corroborate the
general trend shown in Fig. 7, and are omitted for brevity.

Figure 8: Distribution of clustering error ranges over 50 seed
values — San Francisco, k = 5

Figure 9: Distribution of clustering error ranges over 50 seed
values — San Francisco, k = 15

7.3 Classification
The clustering results indicate the existence of natural groupings
among recorded AIS messages based on a set of basic features
including message type, size, timing, and two other parameters.
Instead of further fine-tuning of clustering performance, we decided
to evaluate the utility of using these same features to predict per-
vessel information such as vessel type and vessel weight class.

7.3.1 Label Generation. AIS requires vessels to broadcast ship
type information periodically. Therefore, it may be feasible to ex-
tract labels from such messages. However, as our research focus is
on anomaly detection, we explored a method that is independent
of the messages. Specifically, we developed software to query sev-
eral online maritime databases (e.g., MarineTraffic2) to determine
the vessel type and weight class (in tonnage) associated with each
MMSI value. The retrieved vessel types are grouped into seven
categories as presented in Table 5. (The tonnage labels are omitted
for brevity.) Note that these web sites return a special value (e.g.,
“-”) for a non-vessel MMSI (i.e., that of a base station or ATON).

7.3.2 Results. TheWeka tool offers a number of classification al-
gorithms in different supervised learning models. We experimented
with six classifiers [13], as shown in Table 6, that are commonly
used for classifying internet traffic. All experiments used default
configuration settings with 10-fold cross-validation.
2https://www.marinetraffic.com
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Table 5: Class labels of vessel types

Class Label Vessel Type
T1 Tanker

T2 Cargo

T3 Passenger

T4 Fishing

T5 Tug

T6 Sailing/Pleasure craft

T7 Others

Table 6: Summary of classifiers evaluated

Model Algorithm
Bayes Naive Bayes

Decision tree J48, random forest

k-nearest neighbors IBk (instance-based learning)

Support vector machine SMO

Neural network Multilayer perceptron

The multilayer perceptron classifier uses backpropagation to
classify instances [12]. The number and size of the hidden layers
are configurable. Our tests used the default configuration with one
layer and 17 nodes, and a custom configuration with 3 layers of
different sizes—5, 10, and 20 nodes, respectively. The test results
are summarized in Table 7 and Table 8, and visualized in Fig. 10
and Fig. 11. (The classification results for the weight class inference
are similar, and again omitted for brevity.)

Table 7: Accuracy results—San Francisco

Algorithm Correctly
classified

Incorrectly
classified

Kappa
statistic

Naive Bayes 19.6319% 80.3681% 0.1345
Random Forest 63.4969% 36.5031% 0.4996
J48 61.8098% 38.1902% 0.4712
SMO 53.9877% 46.0123% 0.2844
IBk 57.3620% 42.6380% 0.4291
Perceptron
(1-layer)

61.0429% 38.9571% 0.4504

Perceptron
(3-layer)

55.5215% 44.4785% 0.3598

We note that due to the limited scope of the SF and SEA exper-
iments, more data are required for a rigorous characterization of
the accuracy of the Weka classifiers. However, the observed results
show that tree-based classifiers (Random Forest and J48) performed
better than the other classifiers. Random Forest yielded slightly
better results than J48, and it also had the highest percentage of
accuracy across all runs. The confusion matrices produced by the
Random Forest classifier are shown in Fig. 12. Also of note from
these confusion matrices is the presence of sampling bias: In both

Figure 10: Accuracy results—San Francisco

Table 8: Accuracy results—Seattle

Algorithm Correctly
classified

Incorrectly
classified

Kappa
statistic

Naive Bayes 41.9321% 58.0679% 0.2521
Random Forest 57.0235% 42.9765% 0.4080
J48 56.2402% 43.7598% 0.3831
SMO 46.7363% 53.2637% 0.1521
IBk 51.0183% 48.9817% 0.3421
Perceptron
(1-layer)

54.517% 45.483% 0.3479

Perceptron
(3-layer)

50.2872% 49.7128% 0.2785

Figure 11: Accuracy results—Seattle

datasets, some ship types have a disproportionately large number
of instances.

We also observed that for both datasets, the 1-layer perceptron
classifier outperformed the 3-layer perceptron classifier by at least
4.2% of accuracy. Furthermore, with the SF dataset, the 1-layer
perceptron and J48 classifiers reported almost identical percentage
of accuracy, i.e., 61.0429% and 61.8098%, respectively.

7.4 Discussion
The relatively poor classification performance shown in the pre-
vious section is surprising. Certainly there are limitations in our
datasets such as the noted sampling bias, which can be addressed
when much larger datasets covering longer periods of time are
available. Furthermore, we believe the results may also indicate
that AIS message transmissions have sufficient complexity and di-
versity across vessels that traditional machine learning techniques
must be carefully adapted in order to achieve an acceptable level of
performance.
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Figure 12: Random Forest confusion matrices

For example, the cumulative distribution functions of AIS mes-
sages transmitted by different vessel types that were observed by
the Coast Guard Vessel traffic services (VTS) stations in the San
Francisco and Seattle areas are plotted in Fig. 13 and Fig. 14, respec-
tively. The values on the horizontal axis are the AIS message types.
The plots show that ship types T1 (“Tanker”), T2 (“Cargo”), and
T3 (“Passenger”) have similar message type distributions in both
regions. Interestingly, T4 (“Fishing”) and T6 (“Sailing/Pleasure”)
are similar in SF, possibly due to the fact that both types of vessels
typically use Class B transmitters; however, this similarity is not as
pronounced in the SEA dataset.

Figure 13: Message distribution per vessel type CDF—San
Francisco

8 DEEP LEARNING DESIGN
Based on the results presented in the previous sections, we can
make the following observations about the AIS data.

Figure 14: Message distribution per vessel type CDF—Seattle

(1) Message-level feature selection while relatively simple does not
yield reasonable classification accuracy without further fine-
tuning. This fine-tuning may need to be area specific as shown
by the distinct traffic patterns in SF and Seattle.

(2) AIS transmissions are concentrated over a half dozen or so
message types, and a vessel typically transmits in 3-6 unique
message field patterns. Moreover, there is moderate diversity
from vessel to vessel in the concrete fields used.

(3) Significant interactions exist between base stations and vessels.
How responsive a vessel is to ground station interrogation is
worth further investigation.

(4) Nearly 10% of the vessels provide neither identification infor-
mation beyond their MMSI nor voyage information.

(5) The tag blocks and auxiliary sentences provide additional timing
and identification information about the transmitting vessels.

(6) Vessels using class A or class B transmitters have distinct mes-
sage transmission patterns.

In addition, while not examined for this paper, we note that tempo-
ral changes in message patterns and ship routes due to time of day
or weather factors present both challenges and opportunities for
developing a AIS traffic anomaly detection solution based on deep
learning.

Grounding our design on these insights, we aim to meet the
following feature and performance requirements.
• Online detection. The deep learning system, once properly
trained, should be able to flag suspicious AIS messages within
30 minutes of their reception.

• Incorporation of logic rules. The system should allow inte-
gration of a teacher companion component [11] that uses a
small number of logic rules based on physical laws governing
vessel movements to speed up the training process and increase
the accuracy of anomaly detection.

• Extensible to other data. The system should have a general
data model to support inclusion of additional data sources such
as satellite and airborne feeds.
Next, we present some key design considerations.
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8.1 Behavior-based anomaly detection
Most intrusion detection systems for internet traffic treat packets
individually. The advantage of such a design is its simplicity. How-
ever, two factors with AIS traffic, in addition to the insights from
our analyses, have led us to investigate a vessel-centric detection ap-
proach instead. First, the amount of anonymous AIS traffic available
is very limited, and artificially generating such messages may not
ensure coverage. Second, more importantly, AIS messages are used
specifically for tracking vessels; thus, suspicious vessel movements
are the ultimate indicator of “anomalous” transmissions. Therefore,
we seek to establish, from historical AIS data, a baseline of normal
vessel behavior, to include their movements, in an area, and then flag
all AIS messages tied to abnormal vessel behaviors as anomalies.

Our proposed system will be trained to identify deviations in
message patterns of known navigation behavior as indicators of
potential attacks (payload modification, packet injection, etc.). For
example, if a vessel sent amessagewith attributes (location, velocity,
etc.) that exhibited unexpected behavior for the corresponding
vessel type, themessagewould be considered as suspicious. Another
indicator of aberrant activity is a deviated or unknown response
sequence to a base station‘s interrogation.

8.2 Training input

Figure 15: Design of training input. The detailed map background is for
illustration of design only and will not be part of the actual training input.

To incorporate vessel movement into the training input, we
partition historical AIS data for an area into segments based on
a time interval (e.g., 20 minutes). From each data segment, we
infer vessel positions and produce a 2-D image (Fig. 15) minus
the Google Map background. The base stations are represented by
circular shapes while vessels are marked by angular box shapes
with explicit heading. The shape’s size, the thickness and color
of shape outline, and the shape fill color provide sufficient bits to
encode various features derived from the AIS messaging activities
of each station, and possibly information from other data sources.

After obtaining these 2-D images, we will group images that
are from consecutive time intervals, and feed each group into a
convolutional neural network as training input. For example, when
the group size is set to 2, we feed two consecutive images (or a
representation of their difference) at a time and label the output

”normal”. It is possible that a historical dataset may contain erro-
neous AIS messages due to misconfiguration or even unknown
attacks. We will investigate how such data errors may impact the
overall performance and how to design a teacher component to
identify such occurrences using logic rules, e.g., those bounding
vessel speeds and position update frequencies.

9 CONCLUSION
In this paper, we make a case for using a deep learning approach to
accomplish vessel-behavior-based AIS anomaly detection.

We perform a sequence of data analysis, starting with a statistical
analysis of 40GB of AIS messages collected by the U.S. Coast Guard
along the U.S. west coast. The second analysis examines vessel
activities in two areas of interest (San Francisco and Seattle) using
a standard clustering technique. The clustering results provide a
set of features that we use in a number of supervised classification
experiments to determine whether those features are useful for
predicting vessel-specific information that can be used to detect
anomalous traffic.

Thismulti-stage analysis indicates that, on the one hand,message-
level feature extraction requires major location-specific fine-tuning
to attain satisfactory performance; on the other hand, AIS traffic has
rich vessel and location semantics amiable to vessel-behavior-based
anomaly detection. Our current work focuses on implementing the
proposed deep learning system and evaluating its performance.
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